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Proximate and ultimate origins of a bias for prototypical faces.

There is a curious and potentially important phenomenon in the literature on facial attractiveness: faces that have been digitally averaged, made more similar to an prototypical face, or simply independently rated as highly “face-like”, are judged as more attractive than mathematically or subjectively distinctive faces.  First reported by Galton (1879) in his efforts to create the prototypical (and, to his surprise, very attractive) criminal face, the effect was established in the modern psychological literature by Langois and Roggman (1990), who found that facial composites were noticeably and measurably more attractive than the individual faces from which they were created.  The effect, illustrated in Figure 1, has since been replicated many times (e.g., Langlois, Roggman, & Musselman, 1994; Rhodes, Sumich, & Byatt, 1999; Rhodes & Tremewan, 1996), in same and other-race faces (Jones & Hill, 1993; Light, Hollander & Kayra-Stuart, 1981; Rhodes & Tremewan, 1996; Rhodes et al, 1999; Rhodes, Harwood, Yoshikawa, Nishitani & McLean, 2002, Rhodes, Yoshikawa, Clark, Lee, McKay & Akamatsu, 2001), and in both adult and child raters (Rubenstein, Kalakanis, & Langlois, 1999).  In the process, a number of correlates and confounds of the averaging process, such as blurriness, symmetry, or youthfulness (attractiveness in and of themselves), have been ruled out (Alley & Cunningham, 1991; Langois, Roggman, & Musselman, 1994; Rhodes, Sumich & Byatt, 1999; Rhodes, Yoshikawa, Palermo, Simmons, Peters, Lee, Halberstadt & Crawford, 2004; Rubenstein, Langois, & Roggman, 2002). Over and above these factors, faces are generally more attractive as a positive function of their prototypicality.  Herein, I refer to this phenomenon as the “prototypicality bias.”
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Figure 1. Illustration of the prototypicality bias. A face becomes increasingly attractive when it is part of a 2-face, 4-face, 8-face, 16-face, and 32-face composite (from left to right).

Facial attractiveness phenomena seem particularly well-suited for, and in any case are the inevitable subject of, evolutionary psychological inquiry.  This is because physical attractiveness is the strongest and most robust predictor of mate choice (Walster, Aronson, Abrahams, & Rottman, 1966), and mate choice is in turn the most important social judgment humans make with respect to their reproductive fitness. Somewhat tautologically, we tend to mate with individuals to whom we are attracted, so there is a seemingly self-evident advantage to being attracted to individuals of high genetic quality.  From this perspective, facial attractiveness is simply a cue to reproductive fitness, and evolutionary psychologists studying attractive features have typically asked what aspect of reproductive fitness particular features signal (e.g., Cunningham, 1986; Cunningham, Barbee, & Pike, 1990; Penton-Voak & Perrett, 2001; Perrett, Lee, Penton-Voak, Rowland, Yoshikawa, Burt, Henzi, Castles, & Akamatsu, 1998; Perrett, May, & Yoshikawa, 1994; Rhodes, Hickford, & Jeffrey, 2000; Thornhill & Gangestad, 1999; Zebrowitz, 1997).  For example Cunningham (1986; Cunningham et al., 1995) used men’s ratings of beauty pageant contestants to identify both neotonous features such as large eyes and pupils (see Zebrowitz, 1997, for a review of the literature on “babyfacedness”) and sexually mature features, such as prominent cheekbones and narrow cheeks, associated with attractiveness in women. Perrett et al. (1998), increased attractiveness in both sexes by enhancing their “feminine” features, which the researchers found to be associated with positive personality characteristics such as warmth and honesty. More controversially, some studies have also found extreme “masculine” traits to be attractive in men (Cunningham, Barbee & Pike, 1990; but see Rhodes, et al., 2000; Penton-Voak et al, 1999; Perrett et al., 1998).   

Thus, evolutionary psychologists easily account for attractive facial features by linking them with plausible, if generally speculative, traits purportedly beneficial in our hunter-gatherer past. Such claims would seem to be at odds with the prototypicality bias, which associates attractiveness with a lack of distinctive features.  But the contradiction is only superficial. Although some facial features may indeed be attractive precisely because they represent the central tendency of the faces to which social perceivers have been exposed (Rubenstein, Langois, & Roggman, 2002), it is also likely that some features, not to mention individuals’ idiosyncratic experience and cultural values, make independent contributions to attractiveness. As a result, the most objectively or subjectively prototypical face may or may not be the most attractive one for a particular individual, but across individuals prototypicality emerges as a surprisingly important predictor of attractiveness.

As for distinctive features, Evolutionary Psychologists have explained attraction to the absence of distinctive features by associating such absence with traits relevant to reproductive fitness, such as developmental or reproductive health, resistance to disease, or genetic quality.  Such hypotheses are generally of two types: So-called “good genes” hypotheses link prototypicality to features that are positively predictive of reproductive fitness, such as current health or fertility, developmental stability (Thornhill & Moller, 1997), or resistance to parasites. (Gagestad & Buss, 1993; Thornhill & Gangestead, 1993).  “Bad genes” hypotheses, on the other hand, propose relationships between deviations from prototypicality and fitness impairments, such as some genetic disorders.  

Though controversial and limited, there is some recent evidence for such hypotheses.  Rhodes et al. (2000) found evidence for the good genes hypothesis in correlations between facial prototypicality and current (for women) and childhood (for men) health (in contrast to a number of prior studies reporting weak or absent relationships; cf Kalick, Zebrowitz, Langois, & Johnson, 1998; see Rubenstein et al., 2002, for review). Thornhill and Moller (1997) provide some evidence for the “bad genes” hypothesis by identifying facial distortions associated with some conditions, such as Down’s syndrome, autism, and learning disabilities, that are presumably associated with decreased reproductive fitness.

The goal of the current chapter is to evaluate the plausibility of such functional accounts of the prototypicality bias using cognitive psychological data.  Unlike the majority of studies above, which look to archival, historical, or even prehistorical evidence (or speculation), this approach examines proximate causes and correlates of attractiveness to deduce likely origins of the prototypicality bias.  In addition providing insight into the nature of facial attractiveness, the results expose more general, and arguably more important, associations between category structure and affect, as well as interesting distinctions between natural and artificial categories and, it is hoped, some contribution to the debate on the usefulness of evolutionary psychological explanation.  

Averageness as an adaptation

The first thing to acknowledge when searching for the adaptive function of any psychological phenomenon is that there might not be one. Adaptations are specific mechanisms that evolved to solve specific and recurring reproductive problems.  However natural selection produces two other, arguably more frequent products: side-effects, which are features associated with adaptations that may or may not be functional themselves; and noise, which is random genetic, environmental, or developmental variability with no adaptive significance.

Thus, the first substantive question to ask in any evolutionary psychological inquiry is not whether a particular mechanism is functional, but whether it evolved because it was functional. This is not a trivial or merely technical distinction. Identifying the ultimate origin of a psychological mechanism is, according to Evolutionary Psychologists at least, a necessary first step in studying it, because it constrains the possible research space by identifying plausible moderators and mediators.  Although I take issue with this point later in the chapter, it seems clear that if we assume prototypicality to be a cue to mate choice when it has nothing whatsoever to do with mate choice (because it is a coincident side effect of some more general cognitive mechanism perhaps), this error is likely to impede research progress. 

So, do humans prefer prototypical faces because doing so conferred a reproductive advantage in the past?  Well, one characteristic of adaptations, touted by many (but not all) evolutionary psychologists, is “domain specificity”.  Psychological mechanisms, like biological ones, evolved to solve very specific problems, and therefore to operate in the very narrow range of input defined by those problems.  For example, humans do not have a single organ for “perception,” but rather very specific organs for processing visual auditory, olfactory, tactile, and gustatory stimuli, each itself tuned only to a narrow range of input (presumably the range most useful for our survival and reproduction). Similarly, we (arguably) do not have an evolved mechanism for “logic,” but rather specific logical abilities in domains that matter, such as the detection of cheaters or the evaluation of social contracts (Tooby & Cosmides, 1992).  Is the prototypicality bias domain-specific, limited to the particular class of input (i.e., human faces, and perhaps bodies) relevant to mate selection?  Or do humans simply prefer prototypes of any category, reproductively relevant or not?

Surprisingly, despite its seemingly central importance in the study of cognition and affect, this question has rarely been asked (for isolated exceptions see Martindale & Moore, 1988; Repp, 1997; Smith & Melara, 1990; Whitfield & Slatter, 1979), and never systematically studied. Therefore in a series of correlational and experimental studies Gillian Rhodes and I examined the relationship between prototypicality and attractiveness in a variety of natural and artificial categories (Halberstadt, in press; Halberstadt & Rhodes, 2000, 2003).  In one study, for example (Halberstadt & Rhodes, 2000), participants rated the attractiveness of 50 dogs of different breeds, while an independent group of participants rated how prototypical each dog was (specifically, how similar each dog was to their image of a “typical” dog).  The ratings, averaged across participants (inter-rater reliability was high in almost all cases reported in the chapter), revealed that the most attractive dog (an American Eskimo) was judged the ninth most prototypical, whereas the least attractive dog (a Bedlington Terrier) was also judged least prototypical. Overall, attractiveness and prototypicality correlated .69, approximately as strongly as in faces (e.g., r(24)=.73 for female European faces in our research).  In fact, replications on all manner of animal and artifact stimuli (see Table 1 for examples), from monkeys and horses, to wristwatches and handguns, to Chinese ideographs and random dot patterns, reveal correlations between prototypicality and attractiveness, almost always strong and positive (the strongest so far was found, curiously, for eyeglasses, r(50)=.98).  The relationship also holds when prototypicality is manipulated rather than measured, using methods modelled on the face morphing techniques (e.g., Langlois & Roggman, 1990; Rhodes & Tremewan, 1996).  For example, the attractiveness of New Zealand resident passerines (the largest family of birds) varies linearly with their manipulated distance from a prototype (a morphed average of all stimuli used in the study; Halberstadt & Rhodes, 2003; see Figure 2). 

Table 1.  The prototypicality bias in various natural and artificial categories.  Data from Halberstadt (in press) and Halberstadt and Rhodes (2000; 2003). Note: Partial correlations between prototypicality and attractiveness are controlling for familiarity. All correlations in bold are significant at p<.001, except those marked by an asterix, which are significant at p<.05, or two asterixes, which are significant at p<.01.  N=50 for each category unless otherwise noted.

	Category
	r (prototypicality, attractiveness)
	r (familiarity, attractiveness)
	Partial r(prototypicality, attractiveness)

	Birds 
	.50
	.20
	.47

	Butterflies
	.34*
	.23
	.31*

	Dogs
	.69
	.47
	.58

	Eyeglasses
	.98
	.98
	.08

	Handguns
	.87
	.89
	.24

	Rings
	.30*
	.25
	.19

	Roses
	.32*
	.33
	.00

	Spiders
	.20
	.12
	.22

	Watches
	.65
	.69
	.13

	Passerines (N=98)
	.94
	.93
	.46

	Fish (N=63)
	.75
	.46
	.69

	Cars (N=63)
	.54
	.74
	.01
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Figure 2: Average prototypicality and attractiveness ratings of original, caricatured, and anticaricatured New Zealand passerines.  From Halberstadt & Rhodes (2003).  The example stimulus set shown is based on the native Tui.

The prototypicality bias as a side effect
Thus, far from being domain specific, people’s preference for prototypes appears very general: in nonhuman, natural and artificial, positive and negative, manipulated and naturally varying categories, people generally prefer good category exemplars over poor ones. This finding does not preclude the possibility that a preference for prototypical faces is an evolutionary adaptation for identifying reproductively fit mates -- nonfaces could be attractive for some other reason(s), perhaps unrelated to the bias in faces. However the prospect of multiple, independent adaptations, though possible, is theoretically awkward:  Parsimony demands that we first assume that very similar looking effects are the result of a single cognitive mechanism, and only abandon this null hypothesis in favor of a more complex account if the evidence requires it.  

So, if people’s attraction to prototypical faces is a product of evolution (as it must be); and if the only two substantive products of evolution are adaptations and their side effects; and if, due to its generality, the prototypicality bias is unlikely to be an adaptation (i.e., a domain-specific mate selection mechanism), then the most likely explanation is that it is a side effect (or a side effect of a side effect) of another adaptation. Next, I consider some plausibly functional cognitive mechanisms of which an attraction to average faces could be a side effect.

Generalization of category-level affect

The categorization process itself is often touted as critical to cognitive functioning.  Kunda’s (1999) portrayal of the situation in terms of social cognition is typical: 

Without concepts, our world would make little sense.  We would be unable to extract meaning from the huge amount of information that surrounds us, unable to generalize from one experience to another, and unable to communicate effectively with each other.

Extracting meaning, generalizing, communicating: these are critical social tasks if ever there were ones, and at least plausible adaptive problems (i.e., impacting on reproductive fitness).  The formation and use of categories, if they indeed solve these problems, may be a genuine adaptation, and the affect associated with category members merely an incidental (though perhaps functional) consequence of the fact that some categories are liked better than others.

Indeed, the process of categorization, in conjunction with emotional responses associated with categories, more or less describes most modern social psychological theories of stereotyping.  In such theories (e.g., Devine, 1989; Fazio, Jackson, Dunton, & Williams, 1995) social categorization occurs spontaneously or even automatically (Fiske & Neuberg, 1990), and necessarily precedes affect, which is simply associated with the category to which an individual has been assigned.  As a result, dramatic differences in affective responses are possible depending on categorization.  (An unshaven, overdressed man offering toys in exchange for a seat on his lap elicits anger or disgust if he is categorized as a paedophile, but joy if he is categorized as Santa—at least if it is Christmas time). Categorization of individuals into social groups is a particularly potent factor in affective responses toward them (e.g., Haslam, Turner, Oakes, McGarty, & Hayes, 1992), and research into minimal groups has revealed the surprising ease with which feelings toward others can change following outgroup categorization, no matter how trivial its basis (Tajfel, 1982). 

However, theories that assume that affect is a concomitant of categorization can explain why individuals might respond positively toward a face once it is categorized as such (on the assumption that faces are a generally positive stimulus class), but not why their response should vary with the prototypicality of the face.  In fact, social cognitive theories of person perception and stereotyping generally do not allow for affective responses proportional to category fit (Fiske’s,1982 theory of “schema-triggered affect” is a notable exception): Theoretically (if somewhat implausibly) someone who likes liberals (for example) likes any individual they categorize as “liberal”, regardless of how liberal the individual is (i.e., how well they fit the perceiver’s prototype).  

However, even allowing for graded affective responses to category members (and such a parameter would be relatively to incorporate into theories of stereotyping), such theories cannot explain the positive response to prototypes of negatively valenced categories.  If affect is merely a side effect of categorization then good examples of positive categories should be especially liked, and good examples of negative categories should be especially disliked.  However, there is little evidence in our data that category valence moderates the prototypicality bias.  In fact, one of the strongest correlations in our data exists for handguns (r=.87), which are judged by participants living in handgun-free New Zealand as a very negative stimulus.  Thus, mere generalization of category-level affect cannot provide a general answer to the question of why category prototypes are attractive.

Fluency

Although positive responses to prototypes are thus unlikely to be simply extensions of category-level affect to category members, the process of categorization itself produces affective responses.  Cognitive fluency --the ease with which a stimulus can be identified as a member of its category, as quantified by speeded classification time-- varies with the prototypicality of the stimulus: the closer to the prototype, the more quickly a stimulus can be processed (Posner & Keele, 1968).  More important, the more fluent a stimulus, the more positively it is judged (e.g. Reber, Winkielman, & Schwartz, 1998; Winkielman, Schwarz, Fazendeira, and Reber, 2003), either because the experience of fluent processing is itself positive, or because the experience is interpreted as a signal of something positive about the stimulus. In Evolutionary Psychological terms, the attractiveness of prototypical faces, like the attractiveness of other prototypes, could be simply a side effect of the ease with which they can be processed.

My colleagues and I recently reported results that lend initial plausibility to this account (Winkielman, Halberstadt, Fazendeiro, & Catty, in press).  In two studies, either meaningful (squares and diamonds) or meaningless (random dot patterns) prototypes were distorted to different degrees using a probabilistic algorithm (Posner, Goldsmith, & Welton, 1967).  Participants rated the attractiveness of the stimuli and, in a separate experimental phase, categorized them according to the prototype from which they were distorted.  For both types of stimuli, prototypicality (i.e., stimulus distortion) predicted both attractiveness and categorization speed, which were themselves correlated.  More importantly, in both studies, partialling out the effect of fluency significantly reduced the prototypicality-attractiveness relationship, although prototypicality accounted for additional, unique variance in attractiveness.  A third study used facial electromyography to verify that participants’ attractiveness ratings reflected genuine positive affective reactions (as opposed to “cold” judgments, such as distance from the prototype, for which “attractiveness” might have served as a judgment proxy).  Results confirmed that “prepared” prototypes (i.e., novel stimuli, distortions of which had been previously seen) elicited more activity in the zygomaticus major muscle region (the “cheek” muscle associated with smiling), and higher explicit liking ratings, than unprepared prototypes. Together, the results of this research suggest that prototypical stimuli are attractive at least in part because the ease with which they are processed elicits positive affective reactions.  However, fluency cannot provide a complete account of the appeal of prototypes, and the role of fluency in the appeal of average faces in particular is still unknown, the subject of current research in our laboratory.

Prior exposure
Another source of affect associated with prototypes comes from their relationship to previously seen stimuli (Zajonc, 1968). Stimuli to which individuals have been exposed are judged more positively than novel stimuli on a variety of dimensions, including attractiveness, likeability, and semantic meaning (the “mere exposure effect”; see Bornstein, 1989, for review).  Arguably, a bias toward the previously encountered could be functional, perhaps even an adaptation for identifying “safe” stimuli (Garcia-Marquez & Mackie, 2000; Smith, 2000), since anything a living organism has previously encountered has by definition been non-lethal in the past.  Such a mechanism would be particularly useful in the absence of conscious stimulus recognition (Zajonc, 1980), and indeed the mere exposure effect appears to be more powerful when stimulus exposure is subliminal (Bornstein, 1989).  

Although mere exposure technically refers to liking for previously encountered stimuli, only minor assumptions are required to accommodate a “generalized mere exposure” effect on stimuli that are novel but sufficiently similar to them.  This is important because the composite faces to which research has demonstrated an attraction are typically novel, but as prototypes they arguably represent the central tendency of faces to which an individual has been exposed (Valentine, 1991) and therefore are at least somewhat similar to faces encountered in the past.  Generalized mere exposure has already been empirically established in non-social stimuli; Gordon and Holyoak (1983) found that exposure to novel color matrices increased liking both for the matrices and their (unexposed) prototype.  More recent research has found that face prototypes are sensitive to recent exposure.  Rhodes, Jeffrey, Watson, Clifford & Nakayama (2003) found that exposure to systematic face distortions (i.e., “spherized” faces) shifted judgments of prototypicality and attractiveness in the direction of the distortions, suggesting that the attractiveness of prototypical faces generally might reflect a preference for the central tendency of faces encountered under normal circumstances.

However, the results of our own studies testing for generalized mere exposure directly have been equivocal at best (Halberstadt, Rhodes, & Catty, 2003;  Rhodes, Halberstadt, & Brajkovich, 2001; Rhodes, Halberstadt, Jeffrey, & Palermo, 2005).  In a typical study we exposed participants to a small number of faces that were relatively similar to each other and relatively dissimilar to other, unexposed faces.  Then, in a judgment phase some time later, participants simply rated the attractiveness of both seen and unseen faces, and “seen” and “unseen” composites of those faces (where “seen” and “unseen” refer to the status of the faces from which the composites were generated; the composites themselves are never seen prior to the rating phase).   Despite initially promising findings – liking, and in one case, attractiveness, generalized from exposed faces to their composites (Rhodes et al., 2001) – subsequent, stronger studies failed to replicate the effects.  For example, Rhodes et al. (2005) found that exposure to a set of faces that had been empirically selected to maximize within-group similarity increased the attractiveness of those faces (the mere exposure effect), but not the attractiveness of composites made from those faces (the generalized mere exposure effect).  We speculated that, due their importance for mate choice, attractiveness judgments per se might exhibit a particularly narrow generalization gradient relative to other measures of affect, such as liking.  In any case, our current data do not support the hypothesis that prototypical faces are attractive due to generalized affect associated with actual exposure to individual faces of which they are prototypes.

However, theoretically independent of whether a face has been in fact seen before is the feeling that the face has been seen before, what Halberstadt et al. (2003) call subjective familiarity (in contrast to objective familiarity, one’s actual prior exposure to a stimulus).  Subjective familiarity typically covaries with objective familiarity, but not always, as evidenced by manipulations, such enhancing stimulus clarity, that increase subjective familiarity independent of actual exposure (e.g., Whittlesea, Jacoby, & Girard, 1990).  More important for the present purposes, prototypes are subjective familiar, even when they are objectively novel (Gordon & Holyoak, 1983) and subjective familiarity predicts positive affect (Reber, Winkielman, & Schwarz, 1998).  Therefore, in Evolutionary Psychological terms, the appeal of prototypical faces could be a side effect of their familiarity, a specific case of a more general cognitive mechanism linking subjective familiarity and positive affect.  

To examine this hypothesis we partialled out subjective familiarity, averaged across new sets of independent participants, from the prototypicality-attractiveness relationship for each stimulus category in Table 1.  The results provide some unexpected insights: As expected, familiarity was highly correlated with attractiveness in all categories, but unexpectedly it fully mediated the prototypicality-attractiveness relationship only in artefact categories. An informal meta-analysis confirmed a case of moderated mediation of the prototypicality bias by familiarity, depending on category type (natural versus artificial): attractiveness of artefact categories such as eyeglasses and handguns can be entirely explained by their subjective familiarity (overall partial r=.08, ns), but prototypes of natural categories are attractive above and beyond their familiarity (overall partial r=.43, p<.001).

Prototype strength
Although parsimony demands that we use the fewest parameters possible to explain the prototypicality bias, the differential role of subjective familiarity suggests a distinction between natural and artificial categories must be made.  Indeed, such a distinction has a relatively long history in the categorization literature.  A number of researchers have noted, for example, the tendency for natural categories (also called “natural kinds”), including scientific taxa, to be organized around a common form (Gelman, 1988; Malt & Johnson, 1992; Rips, 1989; Rosch et al., 1976), or a common goal (Barsalou, 1983).  Thus, a “dog” is characterized as such if (but not only if) it has certain physical characteristics such as four legs, a tail, fur, and protruding canines, or more heuristically if it sufficiently resembles the perceiver’s formal prototype of a dog (or her stored exemplars of dogs; Medin & Schaffer, 1978), whereas a “watch” is characterized as such if it tells the time, regardless of its physical instantiation (within limits).  Indeed, an unpublished followup study to Halberstadt and Rhodes’ (2000) revealed that judgments of functionality mediated the prototypicality-attractiveness relationship in watches, but not in dogs.  Differences in formal structure of categories may partially explain people’s belief in an “essence” of natural categories and their reluctance to allow for partial category membership (Malt & Johnson, 1992), producing a narrower generalization gradient and more confident inferences about category members (Diesendruck & Gelman, 1999; Estes, 2003; Gelman, 1988). In any case, the fact that natural categories are generally more formally structured than artificial ones provides a relatively trivial explanation of the unique role of prototypicality in the former: generally, perhaps only natural categories have the systematic, formal variability required to support affective inference.

Some preliminary data reported by Halberstadt (in press) supports the notion that at least some of the apparently qualitative differences between natural and artificial categories actually reflect quantitative differences in the ease with which category members can be formally compared to the category prototype.  Participants judged either the attractiveness or the subjective familiarity of 8-dot patterns distorted from either a diamond or a random dot pattern (the “strong” and “weak” prototype conditions, respectively; see King, 1987, for a similar manipulation). The results, shown in Figure 3, 

[image: image13.png]


revealed, again, that attractiveness was positively related to prototypicality for both sets of exemplars, but the effect was more pronounced in the strong than in the weak category.  More intriguingly, when familiarity was used as a covariate, the prototypicality effect remained significant only for the strong prototype.  

Figure 3.  Attractiveness as a function of distortion level and prototype strength.

Thus, the results parallel the differences observed between natural and artificial categories, lending some credibility to the claim that such differences are due to the formal coherence of natural categories, and perhaps the ease with which prototypes can be abstracted from them.  However, a better test of the “strong prototype” hypothesis would involve the manipulation of category type independent of prototype strength.  As an initial attempt to disentangle these variables I presented identical stimuli to two groups of participants, describing them in one case as natural (i.e., snowflakes) and in the other artificial (i.e., chandeliers). (The stimuli were in fact 23 historical photographs of individual snowflakes taken by Wilson Bentley; see Figure 4.)  If the prototypicality bias is dependent entirely on the information available in the formal structure of a category, then manipulating the purported nature of the category should have no effect.  In fact, though, prototypicality was far more strongly predictive of the attractiveness of snowflakes than of chandeliers (rs(23)=.89 versus -.23,ns). Furthermore, partialling out familiarity (which correlated both with prototypicality and attractiveness) from the snowflakes’ correlation reduced it statistically to zero, as was the case for artifact categories above.  These preliminary results suggest, first, that prototypicality effects are not due solely to the ease with which a prototype can be abstracted from a set of exemplars, but also on the nature or strength of the prototype (which were confounded in this study) of the category to which the exemplars belong.  In addition, they provide initial evidence that the unique contribution of prototypicality to attractiveness is associated specifically with animals, rather than natural kinds generally.  However, further research is of course needed, ideally manipulating independently category type, prototype strength, and possibly ease of prototype abstraction.
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Figure 4.  Examples of stimuli used in the “snowflake”/”chandelier” study (see text for details.

Prototypicality as a cue to quality

Thus, the evidence so far is most consistent with a dual-origin account of the prototypicality bias. The attractiveness of prototypical artefacts, and possibly natural but non-animal kinds, can be explained entirely by their subjective familiarity: prototypes feel more familiar than unusual exemplars, and perceivers prefer the subjectively familiar, either for specific functional reasons or as a side effect of yet another psychological adaptation.  In animals, however, prototypicality makes an independent contribution to attractiveness beyond subjective familiarity, and therefore a different or supplementary mechanism is required.

One possibility is that prototpicality is associated with something important to know about animals generally.  For example, prototypicality might be associated with the health of an organism, and accurate assessment of health would be valuable across species, though for different reasons. In the context of human face perception, this information would be useful for evaluating the reproductive fitness of potential mates, In other species, however, health information might be useful for establishing an organism’s value as food or prey or its risk as a predator.  As noted above, prototypicality has tentatively been associated with both current and childhood health (Rhodes et al., 2000) in humans.  Is there evidence that prototypicality could be a useful heuristic more generally?

As an initial examination of this question, independent participants rated the prototypicality and “dangerousness” of a number of plant and animal categories (berries, fish, frogs, mushrooms, snakes, and spiders; N=50 in each case) whose consumption, contact, or attack was either harmless, injurious, or lethal.  The results, which appear in Table 2, do not support a general link between prototypicality and objective danger, which significantly correlated in the predicted direction only in two cases (prototypical berries and frogs tend to be safer), and in fact correlated in the opposite direction in one case (prototypical spiders are more dangerous).  Even in these two cases, prototypicality failed to mediate the accuracy of danger judgments (i.e., the correlation between judged and actual dangerousness of the individual members of a category).  Interestingly, prototypicality correlated strongly with perceived danger in all categories, except for spiders, where the relationship was reversed (i.e., prototypical spiders were judged as more dangerous, r=-.36).  Thus, at least in this limited sample of animal categories, prototypicality does not consistently predict the dangerousness of particular category members, although participants may believe it does, which may partially account for the generally low accuracy of their danger judgments. Therefore, the hypothesis that a general prototypicality bias evolved as a heuristic tool for inferring reproductively-relevant information about animals (including conspecifics) is tentative rejected, although additional research examining other functional correlates of prototypicality is obviously needed to evaluate the hypothesis fully.

Table 2.  Correlations between prototypicality and actual and perceived dangerousness, for 6 natural categories. Note: All correlations in bold are significant at p<.001, except those marked by an asterix, which are significant at p<.05, or two asterixes, which are significant at p<.01.  N=50 for each category.

	Category
	r (prototypicality, dangeraousness)
	r (prototypicality, perceived dangerousness)

	Berries 
	-.49
	-.72

	Fish
	-.15
	-.72

	Frogs
	-.50
	-.90

	Mushrooms
	.27
	-.77

	Snakes
	.21
	-.60

	Spiders
	.44**
	.36*


Stimulus generalization
Even if an attraction to prototypical animals is not ultimately functional in every case, it is possible that it represents an adaptation in some cases but not in others, or even that the latter are a consequence of the former.  Give the theoretical and empirical relationships between prototypicality and reproductive fitness in human faces, a particularly intruiguing possibility is that the prototypicality bias evolved as a functional mechanism for identifying quality mates, and has since generalized to the evaluation of other animals.  

Research on stimulus generalization is nearly as old as psychology itself (see Ghirlanda & Enquist, 2003, for a recent review), and the idea that responses to novel stimuli vary as some function of their similarity to previously encountered stimuli is a well established principle among behavioural, cognitive, developmental, social, clinical, and ethological researchers, among others (e.g., Buss, Neil, & Buss, 1961; Guttman & Kalish, 1954; Nosofsky, 1987; Rescorla, 1976; Shepard, 1987; Siegel, Hearst, George & O’Neil, 1968; Spence, 1937).  Although theory and research is more limited, there is also precedent for explaining social perceptual phenomena as generalizations or overgeneralizations of otherwise functional evolutionary mechanisms (Zebrowitz, Fellous, Mignault, & Andreoletti, 2003).  For example, individuals’ avoidance of, and negative emotions toward, disabled others have been interpreted as an overgeneralization of an otherwise functional “disease-avoidance” mechanism (Park, Fauker, & Schaller, 2003).  Conversely, and more relevant to the current paper, Keating, Randall, Kendrick, & Gutshall (2003) found that adults with “babyish” features received more help than adults with more mature features, a phenomenon the researchers attribute to overgeneralization of help-eliciting facial cues that are otherwise functional in actual babies (Berry & MacCarthur, 1988; Zebrowitz, 1997). 

If, analogously, the prototypicality bias represents an overgeneralization of an otherwise functional mechanism to identify reproductively fit mates, then theories of stimulus generalization predict a generalization gradient, such that that the correlation between prototypicality and attractiveness in any given animal category is an positive monotonic function of that animal’s actual or perceived similarity to humans.  Indeed, although there is no evidence of such a relationship when considering all the categories in Table 1, when only nonmanipulated animal data are examined on their own, the magnitude of the prototypicality bias for a particular animal appears to map well onto that animal’s phylogenetic similarity to humans: Dogs show the strongest association, followed by birds, butterflies, and spiders. 

To examine the generalization hypothesis more formally, a new group of participants judged natural stimuli representing five qualitative levels of similarity to humans: monkeys; dogs and horses; birds and fish; butterflies, beetles, spiders, and jellyfish; and mushrooms.  Male and female, Caucasian and Japanese faces were also included for comparison, for a total of 14 categories (N=24 exemplars per category).  Participants rated all stimuli in random order, blocked by category, on either attractiveness or prototypicality, as well as (for nonhuman categories) their similarity to human beings.  Results, shown in Table 3, confirm that the more similar a category is to humans, the better the prototypicality of its members predicts their attractiveness. While the correlation for faces was approximately .70 and .57 for Caucasian and Japanese faces, respectively, the correlations in five groups of nonhuman stimuli averaged .70, .65, .26, .16., and .10.  Overall the relationship between perceived similarity to humans of the ten animal categories (which correlated .96 with their level of phylogenetic similarity) and the prototypicality bias was .89.

Table 3. Ordinal phylogenetic similarity to humans, judged similarity to humans, and prototypicality-attractiveness correlations for 14 stimulus categories.

	Category (Ns=24)
	Phylogenetic similarity to humans
	Judged similarity to humans
	r (prototypicality-attractiveness)

	European males  
	1
	-
	.69

	European females
	1
	-
	.72

	Asian males     
	1
	-
	.49

	Asian females   
	1
	-
	.65

	Chimpanzees         
	2
	8.18
	.70

	Horses          
	3
	5.22
	.79

	Dogs            
	3
	5.65
	.51

	Birds           
	4
	3.90
	.29

	Fish            
	4
	2.90
	.22

	Butterflies     
	5
	2.23
	.26

	Beetles         
	5
	2.12
	.16

	Spiders         
	5
	2.10
	.05

	Jellyfish       
	5
	1.75
	.16

	Mushrooms   
	6
	1.50
	.10


Note: Smaller numbers indicate a closer phylogenetic similarity in column 2, and less judged similarity in column 3, to humans.  Correlations in bold are significant at p<.05 or less.

The size of this relationship is surprising -- almost 80% of the variance in the prototypicality bias can be accounted for by a species’ perceived (and actual) similarity to human beings – and lends some support to the hypothesis that the use of prototpyicality was “designed” for humans but is used to evaluate other animals when preference judgments are required.  Nevertheless, even such strong data are ultimately limited by the fact that similarity and species are effectively confounded.  That is, it is not clear that perceived similarity per se moderates the prototypicality bias, rather than another variable associated with similarity, such as the variability, formal structure, or familiarity of a category.  Ideally, the prototypicality bias should be evaluated in identical stimuli that vary only in their perceived similarity to human beings.

As an initial study utilizing this experimental logic, participants rated the prototpyicality and attractiveness of triangular dot patterns that were described as either triangles or faces (see Figure 5 for examples).  Each of the three dots in a given pattern could occupy one of five positions, resulting in 125 stimulus patterns in all.  Before making their ratings, all participants viewed all patterns in a brief computer slide show to equate familiarity and the ease of abstracting a prototype in the two stimulus descriptions.  A regression analysis using stimulus description (triangles versus faces, dummy-coded), prototypicality, and their interaction to predict attractiveness, confirmed that stimulus description moderated the prototypicality bias: prototypicality predicted the attractiveness of faces better than the attractiveness of triangles, even though these were the same physical stimuli, and even though faces were judged as less attractive than triangles overall (4.44 versus 5.32, t(248)=7.39, p<.001).  It should be noted that both prototypicality and attractiveness ratings of faces were also slightly more variable than those of triangles, which potentially allows stronger correlations to emerge.  However at this point it is not clear to what extent judgment variance can explain the differences in the prototypicality bias, or indeed whether such variance should be considered a confound, as opposed to a mechanism of the effects (e.g., via greater attention to faces than triangles). In any case, the results show that the prototypicality bias is sensitive to top-down context effects, and are also consistent with the stronger claim that a mate selection mechanism exists that is activated by stimuli categorized as human. 
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Figure 5.  Examples of stimuli described as either “faces” or “triangles”.

As a better test of this stronger claim, a new set of participants rated 50 digitally constructed faces that differed in their “human-ness.” Specifically, the faces, which were created using feature-based face composite software (“Faces”, InterQuest, Inc., 1988; see Figure 6 for examples), were described as police sketches of suspects in either “criminal” or “alien” abductions. All participants judged the prototypicality, attractiveness, and familiarity, of all 50 faces, which differed (between participants) only in their purported genetic relationship to human beings.  The results showed that, as in the previous study, the prototypicality bias was stronger for human than alien faces, r(50)=.81 versus .55, although this time it was humans that were more attractive (Ms=3.83 versus 3.41), as well as more familiar (5.10 versus 4.21).  Most intriguingly, when familiarity (which correlated strongly with both prototypicality and attractiveness in both conditions) was partialled out of the prototypicality bias, the correlation remained highly significant in the human face condition (partial r=.63), but dropped to zero in the alien face condition (partial r=.07). Thus, as was observed in comparisons between animal and nonanimal categories, prototypicality makes an independent contribution to attractiveness (i.e., over and above subjective familiarity) in “human” faces, but not when the very same faces are believed to be nonhuman.  In this set of stimuli, then, differences in the relationships among the variables cannot be due to differences in their formal features or category structure (which were identical between conditions), but are more consistent with the strategic use of prototypicality to assess mate quality, a domain-specific psychological mechanism elicited most strongly by human faces.  
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Figure 6.  Examples of faces described as “human” or “alien”.

Conclusion

Theoretical considerations

Faces are noticeably more attractive when they are manipulated or judged to be prototypical.  This robust psychological phenomenon is, needless to say, a product of evolution.  If it is a product of evolution it must be either an adaptation itself – a mechanism evolved specifically to solve a recurring reproductive problem, most likely related to the identification of quality mates – or a side effect of an adaptation.  Because, it turns out, people find prototypical exemplars of almost everything attractive, the attraction to prototypical faces seemed unlikely to be a domain-specific mate selection mechanism, leaving the side-effect hypothesis. 

In this chapter I considered a number of more general cognitive mechanisms related to categorization as potential primary adaptations of which the prototypicality bias could be a side effect.  Of these, the link between prototypicality subjective familiarity was most theoretically and empirically promising, but with a critical and unexpected qualification.  In categories such as eyeglasses, wristwatches, and handguns, defined largely by a common function, category prototypes may be preferred simply because they feel more familiar (even if they are objectively novel), and familiar things are preferred.  However, in animal categories, organized around a common and often strong formal structure, prototypes are attractive above and beyond their familiarity.  I explored two plausible hypotheses accounting for the generality of the prototypicality bias in animals: (1) prototypicality is a cue to a characteristic, such as health, that is relevant to a number of different evaluations of different animal categories; or (2) prototypicality is a mate-assessment mechanism that generalized to evaluations of other animals in other contexts.  The data, preliminary though they are, support the generalization hypothesis: prototypicality failed to predict at least one useful fact about animals -- whether or not they can kill you --  while the magnitude of the prototypicality bias varied linearly with the similarity of an animal category to humans.  Perhaps most interestingly, the bias appears tuned to human faces in particular and is moderated by perceivers’ beliefs about how face-like a given stimulus is.

Thus, the current research has come full circle.  Although the generality of the prototypicality bias was initially seen as cause for rejection of a simple mate choice account, when the nature and magnitude of the bias in different categories are considered, the most logical conclusion is that human faces are indeed the origin of the bias in animals, and that prototypical faces themselves are preferred because they signal reproductive fitness in a potential mate.  

Metatheoretical considerations
It is also worth considering the implications of the current research for Evolutionary Psychological inquiry more generally.  The use of evolutionary reasoning has been sometimes fruitful, and equally often controversial.  Skeptics rightly criticise sometimes-sloppy or seemingly unfalsifiable adaptive stories that are all-too-easy to muster as support for otherwise weak theoretical positions. Meanwhile Evolutionary Psychologists tout the field as the critical link between psychology and the natural sciences, sometimes condemning the unconvinced as unscientific, or even intellectually backward (Tooby & Cosmides, 1992). Ketelaar and Ellis (2000) have argued that Evolutionary Psychology itself is not a theory subject to falsification, but a “metatheory” to be judged on its success in organizing empirical findings.  This perspective echoes similar arguments for the primacy of ultimate explanations based on their ability to constrain research: evolutionary theory defines the space of plausible proximate psychological mechanisms, and therefore must be considered before exploring those mechanisms.  Evolutionary Psychologists ask, in effect, how can we understand how a psychological process works without knowing what it is designed to do?  Thus, there exists a tension between a belief, fostered by evolutionary psychologists, that an evolutionary approach is necessary to scientific psychological progress, and the often legitimate sense that particular evolutionary accounts of psychological phenomena are untested and untestable.

In this context it is noteworthy that the current research program, designed to illuminate the ultimate origins of the prototypicality bias, has been conducted entirely by studying proximate mechanisms.  Furthermore, although the research was certainly informed by evolutionary principles, it is not clear that it has been constrained by them.  In part this is because not enough is known, or perhaps will ever be known, about the relationship between cognitive processes and reproductive fitness.  While a good adaptive case can be made for some psychologically and neurologically specific processes, such as language and face recognition, in many others, including categorization and its associated effects, the arguments are more speculative. Indeed, one could argue that it is proximate cognitive data such as those reported here that constrain the plausibility of adaptive problems in our evolutionary past, not the other way around. At a minimum, it seems that any insights gleaned from the current research were the result of a vigorous interaction between proximate and ultimate considerations.  Such a symbiotic approach, rather than a hierarchical one, may prove to be more productive for both evolutionary and nonevolutionary psychologists. 
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